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Introduction

The final report for the SIMULGEN Open LTR project is structured as follows:

A summary assessment of the achievement of objective criteria determined in the project programme as well as a discussion of the risk evaluation and industrial relevance.

A presentation of the deliverables. Note that deliverables D-1.0 to D-1.2 are summaries of the systems/software deliverables, while the technical details can be found in the technical report deliverable D-1.3. Similarly, technical report deliverable D-2.3 gives the technical details, while D-2.1 and D-2.2 are summary descriptions of the algorithms/systems.

A discussion of the achievement or not of the objective criteria set forth in the project programme. 

1.	Summary Assessment



We consider that the first phase of SIMULGEN has been a sucess. As will be outlined in detail in this document, the partners have managed to collaborate extensively, provide solutions to the problems addressed and provide demonstrable examples of the results achieved. Most of the objectives have been achieved, and in addition new goals, unforseen at the time of the project proposal, have been reached.

In summary, we have developed a new approach for glossy lighting demonstrating improvements over previous state of the art, and have provided solutions which allow moderate quality walkthroughs of glossy environments. A two-pass solution for participating  media has  also been developed, which shows significant improvement over ”standard” path-tracing, and whose use has been effectively demonstrated in a road safety example.

In what concerns the measures of success set forth in the SIMULGEN project programme, we believe that most of the objective criteria have been met (with certain exceptions), certain objectives were modified to reflect either technical evolutions occured in the meantime, or pertinent research choices, and in certain cases we have gone further than what we set out to do.

For WP 1: 

For Objective 1, we chose to compare constant basis functions instead of spherical harmonics (as originally proposed), with Haar representations. As we shall see in what follows, the conclusions of this study are applicable in some respects to the spherical harmonic case, and that offer much insight into the issue of directional representations suitable for interactively-viewable finite-element glossy solutions. We have gone beyond the proposal in the development of the portable DirDistr library (see New Deliverable D-1.0).

For Objective 2, we were not able to develop error bounds as suggested; instead we developed the improved illumination samples approach. The assesment criteria of 25% computation time improvement is met by the Illumination Sample algorithm (observed acceleration is between 24% up to 50%). Nonetheless, reduction of memory remains an important challenge. We have gone beyond the proposal in the development of the new three-point clustering algorithm (see New Deliverable D-1.1a).

Objective 3 has clearly been achieved. In the results we show that the images generated interactively (a few seconds per frame) by the illumination samples approach are of quality comparable to the quality obtained by ray-tracing based approaches in several minutes.

Objective 4 (the technical report) is achieved.

For WP 2:

For Objective 1, we have achieved speedup of 37% to 187%, with respect to path-tracing, thus satisfying the assessment criteria.

For Objective 2, a small, prototype animation has been produced, with the acceleration described above. Nonetheless, the computations times still remain prohibitive in the context of an animation production environment, thus requiring further development for Phase II.

Objective 3 (technical report) has been achieved.

We proceed next to address the questions required by the guidelines for the final report.

 Have the initial risks involved in the idea been assessed ? Has the feasibility of the initial idea been established ? 

We separate the initial risks into three items: the first is the representation of directional properties in a portable and modular manner, the second is the feasibility of improved glossy solutions with interactive viewing and the third the potential for acceleration  of rendering particpating media due to an improved two-pass method.

1.	For the first item, we have developed the DirDistr library, which allows the representation of directional properties in a transparent, clean interface. This library has proven its portability, since it is now used in all three systems of the three partners (BRIGHT at iMAGIS, Vision at GDV and SIR at GGG). It is also very flexible since it allows the totally transparent switching of internal representation of the directional functions: both constant fixed-subdivision and hierarchical Haar-basis wavelets have been implemented  and used at all sites. As is shown in the deliverables and the criteria section, the development of this library has been central in our comparative tests.  

2.	An improved solution for glossy illumination using finite elements has been introduced based on Illumination Samples (see Deliverables 1.1 and 1.3). To develop this approach we first had to evaluate the different aspects of representations of directional functions (see Objective 1 and the technical report for WP 1 - Deliv. 1.3). This experimental evaluation allowed us to assess the difficulties related to directional distribution representations, and to proceed with the use of hierarchical adaptive Haar wavelets to represent distributions. We then evaluated the radiance clustering algorithm [Sill95], ant then developed the new illumination samples algorithm. This approach has proven to be a significant improvement over previous state of the art, and is capable of producing glossy solutions for quite large scenes.

	We thus believe that the feasibility of the approach has been demonstrated; the illumination samples approach, together with the novel, three-point clustering algorithm provide a basis from which pre-product level API’s or plugins for glossy illumination could be developed at the end of Phase II. This API would provide glossy finite-element type solutions suitable for interactive viewing, together with efficient display techniques.

3.	The potential difficulties of a two-pass approach, using a finite element solution to initialise a second path-tracing phase have been clearly assessed in the work described in deliverables D-2.1-2.3. The expense and problems of path-tracing algorithms have been clearly assessed, and it has been determined that the cost of “straightforward” path-tracing is very high. 

	The work developed in Phase I has shown impressive acceleration (varying from 24% to 50%), but the computation time still is far too high. We believe that the Phase II development will improve this approach sufficiently to allow these algorithms to be used in practical situations.



Have the industrial relevance and possible benefits been demonstrated ?

The first phase has allowed the evaluation of the initial risks and the selected research strategy. Even though it would be premature to speak of clear industrial benefits, we are confident that efficient rendering of glossy surfaces and participating media are important.

LightWork design and Alias Wavefront have expressed their interest in the results of the project. 

LightWork Design considers the technology to be particularly important, and part of the current, cutting-edge R & D. As such, they will join the project Phase II of SIMULGEN as associated partners to achieve a significant technology transfer. In particular, LightWork will have a designated employee responsible to follow the development of Phase II ... LADS, involvment etc.

Alias Wavefront (see attached letter) has also expressed interest in the developments of the SIMULGEN project. They have agreed to follow the results of the project carefully, and have agreed to participate in a discussion at the end of two years, leading potentially to industrial collaboration and/or technology transfer (see Phase II proposal for more details).

Similarly, the interest of specific end-users such as the Laboratoire Central de Ponts et Chausées  (France) (who provided the model used for the participating media animation) and Carandini (Spain) shows that customer needs and thus a market exist for this technology.

If applicable, how the results obtained in the first phase would affect the achievement of the overall goals ?

The overall goal of the project is to provide faster and more accurate glossy effects and participating media for use with high-end rendering and visualisation tools. The first phase has shown that both approaches, for glossy reflection and participating media show great promise, and can definitely lead to important, pre-industrial level prototypes as a consequence of a full-scale LTR project. 

The illumination samples algorithm and the three-point clustering approach, as well as the algorithms and data-structures used for interactive display, both developed in the first phase, provide the tools required for Phase II, and thus the achievement of the overall goals of the project. In particular:

they will provide the basis for the development of efficient finite-element based approaches for glossy illumination, which in Phase II will be further developed and made more usable and robust.

they will provide the basic framework leading to truly interactive walkthroughs, for interesting and pertinent glossy environments. In Phase II these will be further developed, including state-of-the art Image-Based Rendering methods.

they provide the basis of the first-pass which will subsequently be used as input for the second pass of a two-pass approach. These 2-pass algorithms will be geared towards the production of high-quality animations, for scenes including glossy surfaces and participating media.

The initial results of the two-pass approach for pariticpating media show important acceleration compared to previous state-of-the-art, and a proof-of-concept use in the case of a road-safety example animation production. The study and comprehension of the issues and difficulties involved (see technical report) will be central to the development of Phase II. The two-pass approach developed in Phase I:

will serve as a basis for the development of a stable, efficient and high quality (noise-free) solution for the efficient production of animation images, including glossy reflection and participating media.

has shown the utility of the approach for real-world applications such as road-safety, which will help in the understanding of the potential uses and applications of the two-pass approach. 

The second phase project (see second phase project programme) will require continued development and refinement of the goals put forward here, resulting in robust and efficient software components, at a “pre-product” level of development. We believe that solid algorithmic components can be created supporting glossy lighting and interactive visualisation as well as for rapid rendering of scenes with participating media. 



2.	Deliverables

In this Section we describe the deliverables produced by the first phase of the SIMULGEN project. Since both workpackages include a technical report, we have chosen to include the details of the techincal issues and choices in the technical reports, and to describe the deliverables in summary in the appropriate section. An accompanying web page contains the source code, as well as the images and other related material which can be accessed at:, with password:.

For workpackage 1, the deliverables are as follows:

Deliverables D-1.0 (DirDistr library); D-1.1a (Prototype Three-point Clustering Algorithm) are NEW deliverables not provided for in the original project programme. 

Deliverables D-1.1 was slightly modified, since we have replaced  the spherical harmonic solution with a constant-basis solution (see also comments in the Criteria section), and the new illumination sample approach was introduced. Deliverable  D-1.2 was completed as proposed, but without the (optional in the project programme) comparison the Christensen algorithm. 

For workpackage 2, the deliverables are as follows:

Deliverables D-1.3, D-2.1, D-2.2 and D-2.3 have been completed as set out in the original proposal.

The complete list of deliverables is as follows. For WP 1:

NEW Deliverable D-1.0 DirDistr Library

Deliverable D-1.1 Glossy Lighting Algorithm

NEW Deliverable D-1.1a Prototype Three-point Clustering Algortihm

Deliverable D-1.2 Effectiveness and Comparative Tests

Deliverable D-1.3 Paper Report

For WP 2:

Deliverable D-2.1 New Two-pass Approach to Efficient Lighting

Deliverable D-2.2 Prototype Demonstrator of Two-Pass Approach for Road Safety Example

Deliverable D-2.3 Research Paper/Report on New Participating Media Solution

�2.1	Work package 1



NEW Deliverable D-1.0 DirDistr Library

Authors: 

	Frederic Perez-Cazorla (GGG), 

	Marc Stamminger (GDV),

	François Sillion (iMAGIS),

	Xavier Granier (iMAGIS)

Type: Software Module

Date:	October 8th, 1998

�NEW Deliverable D-1.0: DirDistr Library



Introduction 

An interface in C++ for directional distributions (i.e. non-negative functions) has been developed. We distinguish between uni- and bi-directional distributions. By unidirectional distributions we mean those distributions that depend on a single direction parameter, whilst bidirectional distributions depend on a pair of direction parameters. Unidirectional distributions are able to represent radiances, power, radiant intensities, etc.; bidirectional distributions model reflection and scattering functions.

We take into account the fact that in global illumination we perform computations in a set of spectral samples. Thus, the definitions of classes for the uni- and bi-directional distributions are related to spectra for efficiency reasons. For example, we could represent the radiance of a surface by (a) three scalar unidirectional distributions, or, by (b) a single spectral unidirectional distribution. When computing the radiance reflected by that surface, if using (a) we would need to update each one of the three scalar unidirectional distributions in turn, without any possibility of sharing computations; however (b) allows for it. Gray unidirectional distributions (i.e. not depending on wavelength) are also part of this proposal, since they turn out to be useful to model some quantities, e.g. when dealing with gray media.

The set of classes that compose this library are independent of any concrete class, i.e. they are able to be used for different spectral representations. This will allow BRIGHT, SIR and Vision to share the same code for the interface, and also to be able to change the spectral type (e.g. to change from an RGB type to a spectrum type with 42 samples) without requiring any change to the implementation of the interface. This is achieved with the use of class templates. Also the interface is not tied to a particular class modeling the 3d-vectors used for directions, and a type template parameter is used instead. To allow the interface to implement its functionality, a set of requirements on the type template parameters should be met by the formal parameters.

Unidirectional functions

Unidirectional distribution fucntions can be used to model:

the radiant intensity of non-lambertian surfaces, of any anisotropic medium, and/or of clusters. 

incoming light for clusters, when these clusters are approximated by a single point, in the case that this incoming light is stored.

extinction coefficient of a cluster.

directional intracluster visibility.

we can define general exitance distribution functions for surfaces, e.g. to model approximations of headlamps. This can be done similarly for participating media, but note that usually it is assumed that participating media emit isotropically.

Bidirectional distributions

Bidirectional distribution functions can be used model:

BRDF and BTDF (for surfaces).

Phase function (for participating media).

Interface related to Monte Carlo 

Methods to deal with unidirectional and bidirectional distributions related to Monte Carlo methods are discussed here, concretely for spectral distributions. For completeness, we propose methods which use both Uniform and Importance Sampling.

Implementation details

The library is based on the use of templates to determine the type of the function. However the classes that define the directional distributions implicitly define a set of requirements on the template parameters, so that it may be instantiated with any pair of types that satisfy these requirements.

The abstract definition of the library does not provide concrete classes that allow a practical use of them. We have developed two implementations of the DirDistr abtract class: DirDistrCtBasis ( uses constant basis)  and DirDistrHaarTriBasis (uses Haar wavelet basis). 

Details about class hierarchy and implementations issues can be founded in Section 2 and the appendix of the Technical Report (Deliverable D-1.3).

The library sources can be found at the URL: http://www-imagis.imag.fr/SIMULGEN/RESULTS/
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�Deliverable D-1.1 Glossy Lighting Algorithm

Authors: 

	Marc Stamminger, Annette Scheel (GDV), 

	Xavier Granier, George Drettakis, François Sillion (iMAGIS)

Date:	October 8th, 1998

Type: Algorithm



�Deliverable D-1.1: Glossy Lighting Algorithm





Introduction

Finite Elements have proved to be an efficient means for the computation of global illumination solutions in purely diffuse scenes. Such radiosity computations have been advanced enormously by hierarchical approaches [Han91]. Especially the concept of clustering makes it possible to compute radiosity solutions even for complex scenes [Smit94,Sill95b].

There have been several attempts to lift the restriction to diffuse reflection and to extend these successful algorithms such that objects with arbitrary reflection behaviour can be handled [Imm86, Aup93, Sch94, Sill95a, Chr97]. Unfortunately, none of these algorithms was able to handle scenes of similar complexity and in comparable computation times as a good radiosity implementation.

For the lighting algorithm developed as Deliverable 1.1 for the SIMULGEN project, problems of previous methods have been identified and circumvented. The resulting method, called the Illumination Samples algorithm, is an extension of the hierarchical radiosity algorithm, so that large parts of the previous radiosity implementations of the partners could be reused for the implementation.

Illumination Samples

The main issue for every radiance algorithm is how to store directional radiance information. In the illumination sample approach two different representations are used to represent incident and exitant light. Incident light is stored in the form of illumination samples (IS). Each IS describes incident light from a certain direction and with a certain irradiance. In traditional computer graphics an IS is equivalent to a directional light source. The complete illumination of objects is approximated by such a set of illumination samples. From a more theoretical point of view, this can be seen as a representation of incident light using Dirac basis functions.

Such an IS-representation of incident light can be obtained easily by a slightly modified standard hierarchical radiosity algorithm, if for every established link the receiver’s irradiance is not increased, but the incident light portion added to the IS set of the patch. This way the directional information is maintained in a very simple way.

After the complete illumination of a patch has been computed as an IS set, all samples are reflected and represented in a usual finite-element representation for directional distributions (as in [Sill95a]) .

�

Figure 1: A set of 6 illumination samples describing the incident light at some patch (left). The reflection of the IS set is represented in a directional finite basis (right).

Due to this separate computation of light propagation and reflection, the entire incident light is known at the moment of reflection. This allows us to exploit coherence in the reflection, which is not possible with most other methods. This is especially beneficial, if adaptive, hierarchical representations of the directional light are used (see the technical report - deliverable D-1.3). Furthermore, the computation of incident light in form of illumination samples is much more efficient in time and memory consumption than for other methods.

Implementation

For the representation of the directional exitant light of an object, the DirDistr library, developed as Deliverable 1.0 of SIMULGEN, was used. For the handling of the illumination samples another IS-library was developed. Furthermore, a BoundedPropagation library was developed for the computation of bounds on form factors for arbitrary interacting objects.

Combining all these components together, the diffuse lighting implementations of BRIGHT and VISION have been extended to a very powerful glossy lighting algorithm. The essential parts of the algorithm are shared by both systems.

The Illumination Samples library sources can be found at the URL: 

http://www-i
magis.imag.fr/SIMULGEN/RESULTS/ 
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Results

We implemented the algorithm within the two rendering systems BRIGHT and VISION and applied it to a series of test scenes. BRIGHT was extended such that the computed solutions can be viewed interactively. We could show that the algorithm can handle scenes for which Monte-Carlo algorithms can create solutions of very bad quality only. Extensive tests showed that using the illumination sample approach computation time and memory consumption can be decreased significantly compared to previous comparable methods. Furthermore, the algorithm is able to compute solutions for scenes of a complexity that could not be handled by previous algorithms (see the technical report Deliverable D-1.3).

Below we show the output of two scenes computed using illumination samples: the simplified soda shoppe scene and the sphere scene. Note that once the solution was produced, only a few seconds are required to generate each image.



All the images in this document can be found at this 
URL
 at higher resolution
 and in colour:



http://www-imagis.imag.fr/SIMULGEN/RESULTS/
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�� INCORPORER Word.Picture.6  �
�
�����Simple Soda Shoppe (view 1)�Simple Soda Shoppe (view 2)�������Sphere  (view 1)�Sphere (view 2)��For the soda shoppe, notice the various glossy effects on the floor and on the cylindrical pole in the middle of the room. The sphere scene is interesting since it consists of a glossy sphere, a glossy floor and a diffuse ceiling illuminated by a light. Notice the glossy reflection on the lower side of  the ball due to indirect glossy reflection from the glossy floor. This clearly shows the capacities of the new algorithm to treat indirect glossy illumination effectively.

�

New Deliverable D-1.1a Prototype Three-point Clustering Algortihm

Authors: 

	Marc Stamminger (GDV)

Date:	October 8th, 1998

Type: Algorithm

�New Deliverable D-1.1a: Prototype Three-point Clustering Algortihm

Introduction

The main issue of a finite element radiance algorithm is the question of how to represent the four-dimensional radiance distribution of objects. Many methods approximate an object as a point and store a 2D directional intensity distribution [Sill95a,Chr97]. Other approaches avoid directional representations and parameterize the light field by sending and receiving object points, i.e. the light emitted of a patch towards another object is stored [Aup93,Sch94].

In three-point clustering [Stam98a] radiance is represented in a line-space hierarchy [Dre97]. This hierarchy naturally fits with the hierarchical way of light propagation computation in hierarchical radiosity algorithms. Therefore, almost no additional computation time effort is necessary to get a directionally dependent light representation. Also the increase in memory for the directional representation is modest, since the same hierarchy can be used for links as well as for radiance.

The algorithm

The three-point clustering algorithm (3PC) stores and computes radiance in a line space hierarchy. This hierarchy uses a complete hierarchy on the scene objects and constructs a hierarchy on all mutually visible surface points (lines) from it.

�

A hierarchically subdivided scene of two patches (left). A hierarchy on the lines from the left patch to the right one can be obtained easily from this (right).

The line space hierarchy is implicitly traversed by standard hierarchical radiosity during link refinement, every line-space hierarchy node corresponds to a link. In 3PC we use the same hierarchical computations as in HR, but everytime HR would establish a link between two patches and transport light via this link, in 3PC this transported light is stored with the link node.

Since radiance does not change along a ray, the representation can be interpreted as incident as well as exitant light representation. This allows us to obtain a hierarchical representation of the incident light at any point in the scene quickly by a partial traversal of the line space hierarchy.

�

Links arriving at a patch on different hierarchy levels (left). Merging all links, an adaptive representation of the incident light is obtained (right).

Knowing about illumination, the reflection can be performed, storing the results immediately in the line space hierarchy again.

Results

In order to examine the run time behaviour of the new algorithm we computed a global illumination solution for a standard radiosity test scene of a room with a table and four chairs. We compute a solution with hierarchical radiosity and one with the new algorithm, where surfaces were replaced by glossy ones (see following figure). The glossy computation took only about the double time of the HR computation, about the same relation was measured for memory consumption [Stam98a]. This behaviour is very promising and significantly better than for previous approaches.

�

Radiance solution computed for a simple room scene with 3-Point clustering. The chairs and the table are glossy. The reflection of the red table results in a bright red spot at the ceiling.



The following figure shows a scene of a sphere with several small mirrors on it. The ball is illuminated by a small light source. Due to the reflection of the mirrors bright spots appear at the walls. Note that this effect can be modelled by most Monte-Carlo approaches only with enormous computational effort, whilst our algorithm needed about 10 minutes for the shown resolution.

�

A scene of a ball with small mirrors on it. The ball is illuminated by a light source on the left. The reflections of the small mirror result in bright spots at the walls.



�Deliverable D-1.2 Effectiveness and Comparative Tests

Authors: 

	Xavier Granier, George Drettakis (iMAGIS), 

	Marc Stamminger (GDV), 

	Ignacio Martin, Frederic Perez-Cazorla (GGG)



Date:	October 8th, 1998



Type: Experiments

�Deliverable D-1.2 Effe
ctiveness and Comparative Tests





Introduction





The test scenes used to evaluate the performance of the Illumination Samples algorithm are shown below (these images were calculated using the Illumination Samples algorithm).


�


Three Light Scene
��


Sphere Scene
�
�
�

Empty Scene 1�
�

Empty Scene 2�
�
�

Soda Scene 1��

Soda Scene 2�
�The performance and effectiveness tests as described in the project programme require a comparison of our new Illumination Samples approach showing it capable of computing high quality results which are comparable to the results obtained by the Radiance system. We have performed this comparison with Radiance for two scenes (Three light and Sphere); for the two other scenes we have chosen to compare to the path-tracing approach developed in the GGG SIR system. This is mainly for technical reasons due to incompatibilities of the viewpoint specification.

Results

In the table below we show the results of the Radiance program and the SIR path tracer for the scenes described above. To see full-colour images please refer to the web page:

http://www-imagis.imag.fr/SIMULGEN/RESULTS/
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�

Three Light Scene (Radiance)��

Sphere Scene (Radiance)���

Empty Scene 1��

Empty Scene 2���

Soda Scene 1��

Soda Scene 2��

In the table below we show the timings for each scene for the Illumination Samples (IS) method, the Radiance approach and the SIR path-tracer.

 


�Three Light�Sphere�Empty 1�Empty 2�Soda 1�Soda 2�
�
Illumination Samples�59s
�4167s�157s�-�5208s�-�
�
Path Tracer�-
�-�1623s�1595s�2651s�2757s�
�
Radiance�6537s
�1303s�-�-�-�-�
�


When comparing image quality and timings, it is important to note that the Illumination Samples algorithm can be used to produce as many different viewpoints as desired interactively. 

In most cases the overall quality in terms of specular effects of the images produced by Radiance and the path tracer is better. In particular, for the more complex soda and empty scenes, we can clearly see that the specular highlights on the cylindrical pole represented in the IS images are too “spread out” compared to the reference images. Nonetheless, we clearly observe the problems of convergence. The Radiance program, despite its filtering step still has a lot of noise in its solution after almost an hour an a half for the three lights scene. In comparison, the IS solution is extremely rapid (less than a minute) and of much higher quality. Noise can be observed in all of the images calculated by a path tracer.

Nonetheless the IS approach with hardware display achieves impressive quality for the Sphere and Three light scene. For both these scenes, interactive viewing is possible on a moderate graphics workstation.

For more details concerning these scenes please see the techical report, Deliverable 1.3. 

Exhaustive presentation of all the test scenes and the resulting images can be found at the WWW site:

http://www-imagis.imag.fr/SIMULGEN/RESULTS/
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�Deliverable D-1.3 Paper Report
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Date: October 8th, 1998



Please see 
separate 
attached document
.


�2.2	Work Package 2



Deliverable D-2.1 New Two-pass Approach to Efficient Lighting

Authors:

	Frederic Perez-Cazorla, Ignacio Martin, Xavier Pueyo (GGG) 

	François Sillion (iMAGIS) 




Date: October 8th, 1998


�Deliverable D-2.1 New Two-pass Approach to Efficient Lighting



Introduction



We address the problem of obtaining physically accurate solutions of the global illumination problem in scenes including inhomogeneous anisotropically scattering media. We use a two step method to achieve it: a first finite element method followed by a Monte Carlo method. Monte Carlo global illumination algorithms allow computation of unbiased solutions, but unfortunately they are too slow when applied to complex scenes as ours. In order to accelerate the Monte Carlo computation, importance sampling can be used, by setting probability density functions (pdf¥s) that resemble the integrand equation to solve. We use a rough global illumination solution to set those pdf¥s. This rough solution will be obtained quickly by a finite element method, by using a clustered directional hierarchical algorithm that also deals with inhomogeneous anisotropically scattering media. From the reflection and the scattering equations we have identified the expressions needed to transport radiant intensity between all kind of objects (surfaces, media and clusters). Also a new refiner based on error bounds is presented.



First pass

The first pass constitutes an extension of [Sil95( to deal with anisotropic participating media. To this end, BRIGHT was extended to include specific classes to represent "glossy clusters", and they were provided of directional distribution attributes (DirDistr template classes--see Deliverable D-1.0) to represent radiant intensities and extinction properties. Details about light transport equations, the new refiner and the bounds on radiant intensity can be found in section 2 of WP2 tecnical report.

�������(a)�(b)�(c)��This images show results of the first pass with different media. Images (a) shows an isotropic volume, (b) is anisotropic (Schlick phase function) backward scattering, and (c) is anisotropic (Schlick phase function) forward scattering.



Second pass

The second pass consist of an extension of the view dependent Monte Carlo path tracing, contructing pdf¥s. The key is to reduce the variance of the estimators by using pdf¥s that are aproximately proportional to incoming radiance for points in the scene. These pfd¥s are tied to leaf objetcs of the hierarchical structure created in the first pass, and are computed using the links related to those objects to estimate the incoming radiance by means of a directional gathering procedure. Note that links to clusters must be taken into account.

Our Monte Carlo step is an extended path tracing algorithm developed in the SIR system. It uses next event estimation and the usual importance sampling based on the BRDF term for surfaces without information about the incoming radiance [Laf96(, and on the phase function for participating media [BSS93(. To implement it, in the C++ SIR system we simply needed to add a new class for the optical properties related to informed surfaces or volumes, providing methods to sample directions according to it, and to obtain their related probabilities.



Computation of the pdf¥s



We identify "important" polygons by contructing an image by ray-casting the BRIGHT scene at the final resolution. Once the important polygons have been identified a recursive procedure is called to create cdf¥s at all the leaves of those polygons, if they happen to have a link at any level of the hierarchy. Therefore this procedure takes into account links arriving at most at the level of the top level polygon, and ignores links arriving at higher levels (at ancestor clusters). A similar procedure is used to identify important clusters. In this case, each ray cast returns the list of visibible leaf volumes.

To contruct the cdf related to a receiver leaf element (polygon or cluster), for each considered link (coming from a sender element) a sampling process is performed. This allows the construction of a data structure that is based in a subdivision of the sphere of directions into a certain number of meridians and parallels, and uses constant basis functions.

The first stage of the second step (of the Mote Carlo step) consists on setting a SIR scene from the BRIGHT scene. This starts with the identification of the "important" elements, and the construction of intelligent cdf¥s as explained above. Then SIR geometric objects are created, for which different optical properties are constructed depending whether their related BRIGHT elements contain "smart" cdf¥s.

Results

To compare the 2-pass method to classical path tracing, initially we used the same number of primary rays for the second pass of the algorithm. As expected, the resulting images showed that convergence of the 2-pass method was better than the classical path tracing. However, it was impossible to quantify by just looking at the images how better the 2-pas method was. Thus, we implemented the method described in the Appendix A of WP2 technical report. The idea is simple: estimate the estimate¥s error and use it to decide wheater the current number of samples were sufficient or not. We can then compute images (both for the classical path tracing and the 2-pass algorithm) that satisfy a given relative error threshold, and thus we are able to compare execution times, number of rays, etc. 

Numerical results have been obtained for diffuse and glossy simple scenes. These results can be found in WP2 technical report. An example is shown below for a cornell box scene.






Classical Path Tracing

305s





Two-pass approach

106s���



Classical Path Tracing

2308s





Two-pass approach
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Top row show images computed with classical path tracing. Bottom row images were computed with the two pass approach. Left row was computed with a 1000% threshold and right row was computed with 100% threshold. The computation times show that the two pass method is 2.87 times faster for left row and 1.37 faster for right row.



For more complex scenes we have developed a testbed scene called "roundabout" that has been provided by the Laboratoire Central de Ponts et CausÈes as an Inventor file. There was done a significant effort to adapt this model to finally use it for a night driving animation. A more detailed explanation of this process can be found in section 5 of WP2 technical report and in summary of Deliverable D-2.2. Results include a 120 frames animation of the driving using the classical path tracing, and comparisons of a small number of keyframes with the 2-pass method.

Finally an extension of the Material and Geometry Format (MGF)  file format has been developed along with a generic parser library to allow descriptions of animations and participating media. For convenience, the animation mechanism resemble that used by AliasWavefront PowerAnimator 8.5. More details are presented in Appendix B of WP2 technical report.

Implementation notes.

This two pass method has been implemented in the BRIGHT [Bri( and the SIR [MPP98( systems, and it is called femc (acronym of Finite Element plus Monte Carlo). The system has been implementing by merging the code of the two systems to create a more efficient program. More details in section 1.1 of WP2 technical report.
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Deliverable D-2.2
 
Prototype Demonstrator of Two-Pass Approach for Road Safety Example



Introduction

There are three issues that have been addresed in this deliverable:

Implementation of a path tracing method over the SIR system.

Acquisition and modification of the data needed for the demonstrator.

Simulations and comparisons.



Path tracer

Path tracing is a Monte Carlo method used to solve the rendering equation. This technique allows the computation of realistic images for a wide range of scenes and lighting conditions. The software implemented in the SIR system follows the work of [Laf96( and contains several enhancements to make it usable for moderately complex scenes with participating media.

In [Laf96( the classical path tracing algorithm is presented as a mathematical tool for solving the rendering equation. However, the basic method is not practical to be used in even simple scenes. The author proposes several improvements that allow us to compute much more accurate solutions with the same computational effort. The path tracer presented here has some two of those improvements:

Importance sampling.

Next event estimation.

There are other features that have been incorporated to the path tracer that allow better functionality and produce more accurate images:

Progressive rendering.

Quasi Monte Carlo pixel sampling.

Importance sampling of light sources.

Correctness of the implementation has been tested with analytically computed solutions as well as with well known global illumination sotware like Radiance [War94(.

The data

The example presented here consists of a roundabout night driving in presence of fog. The original data was provided by Laboratoire Central de Ponts et ChausÈes as an Inventor file containing 9000 polygon approximately. However, a considerable effort has been made to construct a suitable scene for the animation from that file:

Inventor file format cannot be read by SIR. The scene had to be converted to MGFE (see Appendix B of WP2 technical report) that introduces new entities in the scene description needed to produce the animation: participating media, cameras and animation entities.

The scene was provided in a way that is unsuitable for finite element methods (FEM). It contained a lot of small triangles with very accute angles that make difficult to be managed by FEMs.

All the signals in the scene were made of polygons. They were converted to textures for efficiency reasons.

A publicly available car model was downloaded from the web to produce the animation. It was converted from 3D Studio format and required some processing to make it suitable for the animation: polygon orientation, fares, holes.

The roundabout model was provided by LCPC contained no light sources. A kind of road lamps were added to the model.

An grey isotropic participating medium was used to simulate fog.

Animation paths were computed using AliasWavefront PowerAnimator and converted to MGFE format.

Results

Two main results have been achieved in this deliverable:

A night driving animation with fog using the modified roundabout model. It is made of 120 frames computed in 160 hours in a MIPS R10000 180MHz machine. This animation has been computed using all the features of the path tracer. There is two MPEGs files available from www (http://www-imagis.imag.fr/SIMULGEN/RESULTS
 
 
(user name
:
 simulgen passwd
:
 S!mulg
3n)
)



���



Comparisons between the path tracer and the two pass method using the modified roundabout model but with different lightning conditions than the above mentioned animation. This had to be done because the difficulty in computing a good FEM solution for the two pass approach. FEM techniques use to expect some degree of uniformity in the scene they deal with, but the roundabout is an irregular scene because of the high number of light sources (38) and their location (small lights close to a big surface and within a huge participating media object). A small animation has been produced (10 frames) that shows an average speedup of 300% over the clasical path tracing. This speedup is so high due to the use of classical path tracing, but it gives an idea of the improvement over BRDF importance sampling. To see these images refer to the web page
: 



http
://www-imagis.imag.fr/SIMULGEN/RESULTS
 
 
(user name
:
 simulgen passwd
:
 S!mulg
3n)


However, times for the animations are still prohivitibe in a production context thus requiring further developement for Phase II.
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�3. Criteria

In the project programme a set of objectives were defined, accompanied by assement criteria. We will be examining each objective individually, presenting the corresponding results and comparing the assesment criteria with the actual results achieved. A summary overall assessment can be found in Section 1 “Summary Assessment”.

3.1	Work Package 1



Objective 1 (Comparison of Sph. Harmonics and Haar)

The extensive experimentation, as described in the technical report has provided us with deep insight into the advantages and disadvantages of the different approaches.

In summary, we can state that our experiments have shown:

Fixed subdivision (such as constant or spherical harmonic) basis functions are inappropriate because their fixed subdivision nature means that, depending on the subdivision level chosen they either miss important detail of the directional functions they represent (missing peaks) or the subdivision level is so high that the memory consumption is unacceptable. Adaptive, hierarchical subdivisions, such as the Haar basis, are much more efficient in the memory/accurate representation tradeoff.

The Constant basis is more amenable to smooth interpolation. Adaptively subdivided representations such as the Haar basis introduce the added difficulty of the combined spatial/directional interpolation used to display the results of the simulation. Better refinement criteria are thus required.

The measures used for the comparison where the number of basis functions (triangles) used in each directional distribution to represent the corresponding function, and the computation time. The images generated were compared to reference images generated using a path-tracing algorithm.

Examples of the first issue are shown in the following image (left), where the constant basis, using 814K triangles produces a completely erroneous result. The Haar basis, using 665K triangle produces the image in the middle, which is much closer to the reference image (right).



�������

(left) Constant basis (814K triangles) (middle) Haar basis (665K triangles) (right) reference path-traced image

An example of the second issue is shown below, on the left we see the potential problems of interpolation if an absolute value refinement is used:

�����Absolute refinement�Relative refinement��

Details of these experiments can be found in Section 6 of the Technical Report (Deliverable D-1.3).

In summary, it is clear that adaptive approaches are suitable for the representation of directional illumination simulations. Nonetheless, interpolation problemes (notably for interactive display) do exist, and thus non-adaptive representations, in particular spherical harmonics, should be investigated further, and may be suitable for certain specific cases.



Objective 2 (Error Bound Approach/Portable Implementation)

Two new algorithms for global illumination in general environments have been developed. The focus was on the new Illumination Samples method. This method merges ideas from Radiance Clustering [Sill95a] and Bounded Radiosity [Stam97]. Additionally, the incident light representation in the form of illumination samples was introduced. Using this representation an exisiting radiosity algorithm can be easily extended to maintain directional illumination information, which is required for the non-diffuse reflection computations. For the light propagation computations, bounded form factors can be used as for radiosity, which allows us to use arbitrary geometrical objects. Exitant radiance is stored as in Radiance Clustering as a directional, two dimensional radiant intensity distribution.

The representation of the incident light by illumination samples also allowed us to improve the reflection computation. Since light propagation and reflection computations are completely separated by our method, during the reflection step the entire incident light is known. This allows for a much better adaptive computation of the exitant light. Previous methods suffered from the fact that during reflection computation only a small fraction of the incident light was known, so that no coherence in the incident light could be exploited. Computing the whole reflection in one step enables us to better control the resulting approximation error and to avoid severe artifacts of previous methods.

The other radiance method that was developed during SIMULGEN is the Three-Point-Clustering approach [Stam98a]. In this method, the radiance distribution in the scene is stored in a line-space hierarchy. This representation takes another parameterization of the global illumination problem in order to avoid directional representations. Instead, the light present in a scene is parameterized by pairs of scene object points (3-point parameterization). As for the Illumination Samples method, this representation is a very efficient way to maintain directional information from a hierarchical radiosity computation. Also the reflection computation can be improved by exploiting coherence of the entire reflected light field.

The Three-Point-Clustering method was not part of the proposal for the first phase of SIMULGEN. In several aspects, it is similar to Illumination Samples, but the representation of light is completely different than that of Illumination Samples. The relative benefits of the two approaches have not yet been evaluated.

Our tests (see also next objective and the Technical Report D-1.3) showed that both algorithms show a significant computation time improvement over previous methods. In particular, we achieve speedups of 24% to 50% compared to Radiance Clustering for the test scenes used, which shows that we have achieved the 25% speedup set out in the objectives. The resulting images are of comparable visual quality. Example images can be seen in the description of the next objective, and in the description of Deliverable 1.2.

Also memory consumption could be decreased. We were able to compute solutions for scene complexities (30.000 patches) which were to our knowledge not possible before. Both methods use incident light representations which allow a hierarchical radiosity implementation to maintain directional information very easily. This resulted in algorithms, which have a time behaviour that is not much worse than that of a comparable radiosity computation. Most of the additional time for the radiance computation is spent on the more complex glossy reflection computations and not on the handling of directional information.

Nonetheless, the memory usage of the algorithm is high (in most cases hundreds of megabytes), and must be reduced overall.

Objective 3 (Comparative Results)

As explained in detail in the technical report (Deliverable D-1.3) and in the description of the Deliverable D-1.2, the IS approach with hardware rendering achieves in some cases comparable quality for approximately the same cost as a path-tracer or Radiance, and for other cases, despite somewhat lower overall quality, the pertinent glossy image features are still present.

In the table that follows we illustrate two such cases.

Illumination Samples + Hardware Rendering�Path Tracer�������4167s�6325s��Note how the images are very similar; however the righthand image is a snapshot which can be produced interactively from every point of view. The left hand image requires the same amount of computation time for each new viewpoint.�������1247.4s�1595s��In this case the quality of the IS solution is inferior. Nonetheless, the solution permits interactive viewing. ��

From the experimental data references previously, we can conclude that the IS method with the accelerated display can produce very satisfactory image quality results; in addition it permits interactive viewing of the results. In particular, for scenes such as the Sphere scene or the three light scene, viewing with glossy effects achieves rates of several frames per second, while for the Empty or Soda scene, we have refresh rates of 3-4 frames per second, depending on the point of view (notably the percentage of the image covered by glossy pixels.

We can thus conclude that the measurable objective 3 has been achieved. Nonetheless, for more complex scenes, better acceleration methods need to be developed. 

Objective 4 (Technical Report)

See Deliverable D-1.3. Note that a shortened/adapted version will be submitted to the Graphics Interface ‘99 International Conference on Computer Graphics in Canada.

3.2	Work Package 2



Objective 1 (Study of Effects of 2-Pass Approach)

We have developed a large software system that merges functionalities of the BRIGHT and SIR systems to build a new algorith that speed up Monte Carlo ray tracing methods in presence of anisotropic scattering media. Experiments performed have shown:



Clasical path tracing fails for scenes where lighting conditions are non uniform. This includes scenes with many light sources, indirect illumination, participating media, etc. Although some of these situations can be solved with enhancements of the path tracing, there is no unique solutions to generic scenes.

The two pass method (Deliverable D-2.1) is a new algorithm that produces homogeneous quality images for generic lighting conditions, and is on average faster than classical path tracing for the scenes tested. Furthermore, the benefits of this algorithm may also be applied to more sophisticated Monte Carlo methods.



The main difficulty we have found is the fact of merging a finite elemnt method with a Monte Carlo method. The technical problems of dealing with two big systems have made that tests are not as extensive as they should be. Experiments with small scenes, like the cornell box, show improvements from 3.5 to 2.3 times faster (more details in section 4.1 of Deliverable D-2.1).

Results with more complex scenes have been obtained using a model provided by Laboratoire Central de Ponts et ChaisÈes (LCPC). More details can be found in Section 4.2 of Deliverable D-2.1.



Objective 2 (Road-Safety demonstrator)

Industry relevance was a goal when developing new algorithms for dealing with participating media. We have produced results that shown this relevance regarding the new two pass approach. In order to achieve this goal two main results have been produced:



A night driving animation with fog using an enhanced model of a roundabout provided by the LCPC. A significant effort has been done to produce all the data and the software required. This animation has been computed using the SIR path tracer.

Due to the difficulty of producing good FEM solutions for this model, a simplified model has been used to make comparisons between standard path tracing and the new two pass approach.



Objective 3 (Report/Paper)

See Deliverable D-2.3. An abridged version of this technical report will soon be submitted for publication.



4.	Conclusions

As mentioned in the introduction we believe that overall, SIMULGEN Phase I has been a success. We have achieved most of the objectives set forth in the project programme: 

We have compared constant and Haar bases for the representation of directional information. Despite the fact that we did not compare to spherical harmonics, most of the conclusions are applicable to any fixed subdivision representation.

We have developed a new glossy illumination algorithm which is faster and uses less memory that previous approaches. We have compared it to previous state of the art, achieving the 25% improvement set forth in the objectives.

We have performed comparative tests and can achieve interactive display for glossy scenes with acceptable quality compared to ray-casting solutions. In addition our solutions can treat scenes which are often hard to compute using stochastic approaches, or for which stochastic methods produce very noisy results.

We have developed an effective two-pass approach for participating media, achieving the 50% speedup in many of the scenes we have tested.

Even though a complete animation was not computed, several frames from a road safety example have been computed, demonstrating the feasibility of the approach.

This overall success has indicated the level of risk involved and provides an evaluation of the methods chosen. Nonetheless, much work needs to be done to provide complete robust and useable solutions. The Phase II proposal addresses these issues in detail.
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